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Abstract

In this paper we present a new parallel multi-frontal dirgaiver, dedicated for hp Finite
Element Method (hp-FEM). The self-adaptive hp FEM generatea fully automatic mode
a sequence of hp meshes delivering exponential convergdribe error with respect to the
number of degrees of freedom (d.o.f.) as well as the CPU timeaerforming a sequence of
hp re nements starting from an arbitrary initial mesh. Tiodver constructs initial elimination
tree for an arbitrary initial mesh, and expands the elinimetree each time the mesh is re ned.
This allows to keep track of the order of elimination for tledver. The solver also minimizes
the memory usage, by de-allocating partial LU factorizadioomputed during the elimination
stage of the solver, and recomputes them for the backwardigution stage, by utilizing only
about 10% of the computational time necessary for the algiomputations. The solver has
been tested on 3D Direct Current (DC) borehole resistivigasurement simulations problems.
We measure the execution time and memory usage of the soleetasge regular mesh with
1.5 million degrees of freedom as well as on the highly najutar mesh, generated by the
self-adaptivehp-FEM, with nite elements of various size and polynomial erd of approxi-
mation varying fronp = 1 top = 9. From the presented experiments it follows that the pdralle
solver scales well up to the maximum number of utilized pssoes. The limit for the solver
scalability is the maximum sequential part of the algoritiine computations of the partial LU
factorizatons over the longest path, comming from the réth® elimination tree down to the
deepest leaf.

Key words: Parallel direct solvers, Finite Element Method, hp adéiyti8D borehole resis-
tivity



1 Introduction

The paper presents a new parallel direct solver designeddbp Finite Element Method (FEM) [4].
Sequential and parallel 2D and 3ip adaptive FE codes [5, 20, 19, 18] generate automatically a
sequence of optimal FE meshes providing exponential cganee of the numerical error of the so-
lution with respect to the CPU time and the mesh size, expdeissterms of the number of degrees
of freedom (d.o.f.). A sequence of meshes is automaticahecated by the computer by perform-
ing h or p re nements. Theh re nement consists of breaking a nite element generatirgesal
new smaller elementg re nement consists of increasing the polynomial order gbragimation
over some nite element edges, faces, and interiors. As weerthe grid, the number of nite
elements increase and the polynomial orders of approxamassociated to each edge and interior
change.

The fully automatichp adaptive algorithm [5] delivers a sequence of optilmgdmeshes that
enables accurate approximation of challenging engingemioblems. However, the computational
cost needed to solve the problem of interest over this seguehmeshes is large. Thus, there is a
need to utilize ef cient parallel direct solvers.

Before describing the idea of our new solver, we begin witthartsintroduction of existing
direct solution methods. Single processor direct solverd=E computations are typically frontal
solvers or multi-frontal solvers. Theontal solver[10, 6] browses nite elements, one-by-one, to
aggregate d.o.f.. Fully assembled d.o.f. are eliminatethfthe single front matrix. Thenulti-
frontal solver[8, 7] constructs the assembly tree based on the analysieafannectivity data or
the geometry of the computational mesh. Finite elementgoareinto pairs and fully assembled
d.o.f. are eliminated within frontal matrices associatethtiltiple branches of the tree. The process
is repeated until the root of the assembly tree is reachewllii the common interface problem is
solved and partial backward substitutions are recursivalied on the assembly tree.

The parallelization of the direct solver can be obtainednia ways. The rst way is to parti-
tion the computational domain into sub-domains, redistalmlata into many processors and design
a parallel algorithm working over the distributed data stiiee. The second way is to keep the
entire domain data on every processor, and design a paatdletithm that distributes computa-
tions over available processors. The domain decomposiiorbe done with either overlapping or
non-overlapping sub-domains [9].

Thesub-structuring methof®] utilized over non-overlapping sub-domains consistslwhina-
tion of the internal d.o.f. of each sub-domain with respedhe interface d.o.f., followed by solving
the interface problem, and nally solving the internal plerdns by backward substitution on each
sub-domain.

The sub-structuring method can be used as a way of paratieliz of either the frontal or
multi-frontal solver. If the sub-structuring method is ds&s a way of parallelization of the multi-



frontal algorithm, the elimination tree is generated byrthédti-frontal solver over each sub-domain
independently, with the root nodes related to the sub-doriméerface d.o.f. On the contrary, if the
sub-structuring method is used as a way of parallelizatfagheofrontal algorithm, the frontal solver
eliminates subdomain internal d.o.f. leaving the intezfd®.f. uneliminated.

The elimination of the sub-domains internal d.o.f. can kbeeiperformed by the frontal
or multi-frontal solver. A multiple fronts solvelis a parallel solver working on multiple non-
overlapping sub-domains, performing partial frontal daposition on each of the local matrices,
summing up the local contributions to the interface prohlanmd solving the interface problem by
using the frontal solver [21].

The interface problem can be solved either by the sequentiglarallel solver. The sub-
structuring method with a single instance of a parallel disolver used to solve the interface
problem is calledlirect sub-structuring methdg@2, 9].

In this paper we propose a new parallel multi-frontal soli@rhp-FEM. The solver works
on three level elimination trees: the re nement trees thatgfrom initial mesh elements each
time an element if re ned; the tree of connectivities of the initial mesh elertse and the tree
of connectivities of sub-domains resulting from the disition of the computational mesh into
multiple sub-domains. Leaves of the re nement trees areattteve nite elements. A root of
each re nement tree (that is, an initial mesh element) is aldeaf of the initial mesh elements
connectivity tree. A root of the tree of initial mesh elensenbnnectivities (that is, an entire sub-
domain) is also a leaf of the sub-domains connectivity tiEee solver browses elimination trees
starting from the level of active elements, rst through tbeel of re nements, then through the
level of initial mesh elements and nally through the levélsob-domains. At every tree node, the
partial contributions from children nodes are aggregatieel fully assembled d.o.f. are localized,
and the Schur complement of the fully assembled d.o.f. vagpect to the unassembled (or only
partially assembled) d.o.f. is computed. The proceduredarsively repeated until the root of the
sub-domains connectivity tree is reached. Finally, baclvgaibstitutions are recursively executed
from the root node down to the re nement tree leaves.

The algorithmic differences of the proposed solver wittpees to the multi-frontal parallel
solver are the following.

Our solver is dedicated to the adaptiyve FEM computations. The adaptive computations starts
from an arbitrary initial mesh, and performs a sequencle, gf or hp re nements to minimize the
numerical error of the solution. The solver constructs titgal elimination tree for the initial mesh,
and then expands the elimination tree each time the mesmexren other words, the elimination
tree follows the process of mesh re nements. The well ordgfor the solver is obtain based on
the knowledge of the structure of the initial mesh, and tis¢olny of re nements.

The proposed solver utilizes also the knowledge of the &tra®f thehp nite elements. First,
we eliminate the interiors dip nite elements, which are the most computationally expessind



less connected nodes. Subsequently, we eliminate edge,nadg nally vertex nodes. This is
an alternative to the classical approach, where the entitebis provided to the solver (e.g. as a
list of non-zero entries), and the ordering for the solvestigained by utilizing connectivity graph
algorithms (METIS [12] in our example). Numerical experimtecon rm that it is actually better
to provide to the solver the knowledge about the structuthehp-mesh, including the history of
re nement, and the knowledge about the structure oftthenite elements, than just employ the
ordering obtained from the graph partitioning algorithms.

Moreover, the solver minimizes the memory usage, by destilog partial LU factorizations
computed in the elimination stage and recomputing themrbefe backward substitution stage.

The factorizations are recomputed by the proposed algonitith the execution time about 10
times smaller than the execution time of the original altponi used for the construction of the LU
factorizations during the elimination stage. Thus, thenagguting of the partial LU factorizations
before the backward substitution stage takes only 10% dirtteenecessary for the construction of
the original LU factorization during the elimination stage

Finally, the solver can be extended to reutilize partial lddtbrization over unre ned parts
of the mesh. This could be done either by storing partial Scbhmplements in the elimination
tree and giving up the memory minimization principle, or bgrgg partial Schur complements
within distributed data base. In both cases, when the caatipnal mesh is repartitioned, the Schur
complements must be either recomputed or sent to the netidnsa

The proposed solver is tested on two meshes based on a newdtion [15] utilized for simu-
lating 3D Direct Current (DC) resistivity borehole measuents [16]. Actual logging instruments
are equipped with several transmitter and receiver elées.oThese instruments move along the axis
of the borehole, and measure the voltage induced at thevezaglectrodes at different positions.
The voltage measured at the receivers is expected to berion@b to the electrical conductivity
of the nearby formation. Thus, logging instruments are usegstimate the properties (in this case,
the electrical conductivity) of the sub-surface matenith the ultimate objective of describing
hydrocarbon (oil and gas) bearing formations.

In this paper, we simulate the behavior of a resistivity laggnstrument by performing computer-
based simulations of resistivity logging instruments iroegole environment. The resulting simu-
lator is intended to be utilized in the future as a core pagroinverse problem infrastructure. The
inverse infrastructure will allow to determine unknown daotivities of formation layers, based on
actual measurements recorded by logging instruments.

We measure the execution time and memory usage of our saivttiedarge regular mesh with
1.5 million degrees of freedom, as well as over the highly-regular optimal mesh, generated by
the self-adaptivénp-FEM, with nite elements of various sizes and polynomiatiers of approxi-
mation varying fronp = 1 top = 9 on element edges and interiors.
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Figure 1: The logging instrument, borehole, and formateyets with different resistivities. Non-
orthogonal system of coordinates »; 3) utilized to reduce 3D resistivity logging measurements
in deviated wells to 2D.

2 Problem of interest

We apply our solver to simulate 3D DC resistivity logging rm@@ments in deviated wells, a chal-
lenging petroleum engineering problem. The problem césm% solving the conductive media
equation

ro(ru= f (2.1)

in the 3D domain with different formation layers presentedig. 1. Herd is the load (divergence
of the impressed current) andrepresents the conductivity of the media.

The resistivity logging tool with receiver and transmittdectrodes is moving along the tra-
jectory of the well. The electromagnetic waves generatethéytransmitter electrode are re ected
from formation layers and recorded by the receiver eleeso®f particular interest to the oil indus-
try are 3D simulations of resistivity measurements in dedavells, where the angle between the
borehole and the formation layers is not equal to 90 degree8 90 deg). To solve the above 3D
problem, we rst introduce the new quasi-cylindrical norifmgonal system of coordinates shown
in Fig. 1 and described in [15]. The variational formulatiwith respect to the electric potential
in this new system of coordinates can be expressed in thaiolg way

Find u2up+H3():
@u_ ©@v
< —A=s=<vy; > 8v2HE() : 2.2
whereup stands for a lift (typicallyup = 0) of the essential Dirichlet boundary conditiap (de-
noted by the same symbol), akid () = fu2 H1(): uj , =0g. Here%—“is the vector with

then-th component bein%. The electric conductivity of media in the new system of climaites
is equal to := J 1J 1T, andf" = fjJj with J being the Jacobian matrix of the change of



coordinates with respect to the Cartesian reference systeoordinategx1; X»; X3), namely,

_ @Xiixaixs) .
A 1; 2, 3)
Then, we take a Fourier series expansion of the solutionenahiand load data in terms of the

quasi-azimuthal , direction,

J (2.3)

X1 .
u( 1; 25 3)= u(q; 3)e ?; (2.4)
=1
X1 .
N1ro2s 3)= "m( 1 3)eM %, (2.5)
m=1
l .
(1 25 3) = iy a)e 2: (2.6)
=1
.. . . . 1 Rz i 12 i
whﬁrej is the imaginary unitu; = 5 J ue ! 2d, "y = 5= 5 & M 2d, andf) =

= 02 fe I 2d ,. Following [15], we introduce symbd¥, such that when applied to a scalar-

valued functioru it provides thd-th Fourier modal coef cients;, and when applied to a vector (or
matrix) it produces a vector (or matrix) of the same dimemsiith each of the components being
equal to thd-th Fourier modal coef cient corresponding to the compdradrthe original vector (or
matrix). Using the Fourier series expansions, we obtain

Find Fj(u) 2 Fj(up)+ H3 ():

@u @v;
<F, G ;Fm(’\)@e'("’m)z >z =<Vv;iF T >y 8v2HB() : (2.7)
We employ the Einstein's summation convention in (2.7) hwéspect tol m 1

We select a mono-modal test functior= ve* 2 where the Fourier modal coef ciem is a
function of 1 and 3. The problem (2.7) by orthogonality of the Fourier modes fnreduces to
(see [15] for more details):

Find Fj(u) 2 Fj(up)+ H3 ():

\Y
>|_2( 2D):<Fk(V);Fk f,\ >|_2( 20) (28)

Y RCIMF %

@
@

<Fk
8Fk (V) 2 H3 ( 2p): (2.9)

We employ the Einstein's summation convention for each o in (2.9), with respect tal
I 1 .HoweverFy |(*)=0 forjk Ij> 2, compare [15]. Therefore, the in nite series in terms
of | reduces for eack to a nite sum with vetermsl = k 2;::k+2.

The above formulation consists of a sequence of coupled @blgms. Although a sequence of
coupled 2D problems constitutes (by de nition) a 3D probjarsing this formulation we obtain a

6



very special interaction among the various 2D problems. &lgneach 2D problem only interacts
(couples) with a maximum of ve 2D problems, which resultsaipenta-diagonal structure for the
associated stiffness matrix. The sparsity of the stiffmeagix combined with the fact that a Fourier
series expansion constitutes an spectral method becoma®aadvantage of this formulation with
respect to more traditional 3D formulations. The formwaatis such that it solves a sequence of
coupled 2D problems, which by de nition is the same as a 3[blenm. Alternatively, one can see it
as a 3D problem with Finite Element basis functions in 2D aadrier basis functions in 1D. This
is, indeed, a 3D problem.

We construct one common grid for all (coupled) 2D problemsubiyng a 2Dhp-adaptive grid
over the meridian components;( 3) of the solution, and a uniform grid (in terms of Fourier lsasi
functions) over the quasi-azimuthal componen) 6f the solution. See [15] for details.

3 The hp nite element meshes, the elimination tree and the solver
algorithm

Figure 2: An example of the rectangulagp nite element. Four vertices, two horizontal edges with
polynomial order of approximatiop = 3, two vertical edges witlp = 2 and the interior with
pn =3 andp, = 2.

As mentioned before, the solver presented in this papermpiseaito 2Dhp-meshes with a xed
number of basis functions in the third (quasi-azimuthaBtisph dimension. The rectangul@D
hp nite elementconsists of four vertices, four edges and one interior. Télgrnmmial orders of
approximation on the four edges of an elemgntare denoted by i = 1;::;;4. The interior
of an element has two polynomial orders of approximationth horizontal and vertical direc-
tions, denoted aspf ; pi , respectively. An example dfp nite element with horizontal orders of
approximation equal t8 and vertical orders equal ®is presented in Fig. 2.

We utilize the rst order shape functions related with eleneertices, see Fig. 3. Note that
the support of a rst order shape functions is spread only aviee elements adjacent to the shape
function's vertex. Higher order shape functions are wiiover element edges. Two second order
shape functions related with the top and right-hand sidegdd an element are presented on the
second panel in Fig. 3. Finally, we utilize higher order sh&ymctions over an element interiors.



Figure 3: First order shape functions at two element vestiead the second order example of the
higher order shape functions over two element edges andeatdanterior.

The second order exemplary shape function is presentecedhitd panel in Fig. 3. The support of
these functions spread over the element interior only.

We utilize the idea of the hierarchical shape functions J4le upgrade of the order of approxi-
mation involvesaddition of new shape functions, with lower order shape functionlspsisent. For
example, the element from Fig. 2 has rst order shape funsti@lated to its four vertices, second
order shape functions relatedath edges, third order shape functions related to both vertidgés,
and two higher order shape functions related to its intetioe rst one with both horizontal and
vertical order of approximation equal to 2, and the secorelvweith horizontal order of approxima-
tion equal to 3 and vertical to 2. We refer to [4] for more detalThus, the number of degrees of
freedom related with interior of an elemeitis (o 1) (py 1), and the number of degrees
of freedom related to an edgepsyge 1, Wherepeqge is the order of approximation related with
the edge. Consequently, the computational complexityeg&timination over an element interior is
O(p®) for pn = py = p and the computational complexity of the elimination overelament edge
is O(pg) for p= pedge-

The order of elimination of degrees of freedom is based owdhstructed elimination tree. The
solver starts with the elimination tree constructed for doitaary initial mesh, selected by the user.
The best way to obtain the elimination tree is to utilize tlested dissection algorithm (see [12]).
Since the initial mesh utilized in this paper is the two disienal rectangular mesh, we simply
order nite elements by rows, and construct a binary elirtioratree. The simplest example of the
initial mesh and its elimination tree is presented on thé panel in Fig. 4. The initial mesh is then
re ned to minimize the numerical error. The eliminationdrereated for the initial mesh is updated
when the mesh is re ned (elimination tree follows re nemeperformed over the mesh). Thus, the
well ordering de ned by the elimination tree is based on thewledge of the structure of the initial
mesh, and the history of mesh re nements.

The solver starts by eliminating the most (expensive iatgdegrees of freedom, as presented
onthe rstand second panels in Fig 5. The solver computed loatrices related to active elements,
and eliminates d.o.f. related to an element interior andhtdaty of the domain. The remaining d.o.f.
are related to edges shared with adjacent nite elementhielmext step (presented on the third and
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Figure 4: Example of the initial mesh with its eliminatiorér The elimination tree is expanded
each time the mesh is re ned.

fourth panels in Fig.5) the solver sum up contributions ® $thur complement, and eliminates
d.o.f. related to the common edge shared between two adjatienelements. The process is

repeated recursively, until we reach the root of the elitidmatree, which is presented on panels 7
and 8 in Fig.5. The size of this interface problem is relatethe cross-section over the domain,
going through edges, which contain less d.o.f. than elenmdatiors, which have already been
eliminated in the rst step of the solver. The process isdetd by recursive backward substitutions.

The parallel version of the solver works on the computatiomesh distributed into sub-domains.

The domain decomposition is obtained by the nested dissettpe algorithm [11], e.g. the
Recursive Inertial Bisection (RIB) algorithm [23]. The pton is performed on the level of initial
mesh elements. The load balancing is performed based omtheutational cost estimation over
each active nite element, related to the cost of the intégnaand the cost of the elimination of
interior d.o.f. [17] which can be expressed by

Ck = pﬁ+13p\'f+13: (3.10)

The load estimation is generalized to the level of initiasmelementgel, in the following way
X K 3 K 3.
Ciel = pr+1 7 pl 41 (3.11)
K 2iel
Notice that the presented load estimations include alactiite elementsK eventually obtained
by a sequence dfp re nements executed over the initial mesh elemieht

The RIB algorithm assigines weights (3.11) to initial mestmeents. The elimination tree is
also created with the RIB algorithm. The root of the elimioattree represents the entire domain.
The mesh is rst partitioned by the RIB algorithm into two sdbmains. The sub-domains are
represented by two son nodes of the root node in the eliroimdtee. The process is recursively
repeated until the number of sub-domains corresponds twitimder of available processors. At this
point, the construction of the sub-domain elimination tireanished. However the RIB algorithm
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Figure 5: lllustration for the operations performed by tega solver over the elimination tree.
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Figure 6: Tree of sub-domains, tree of initial mesh elementd the re nements tree.

continues the partition over each sub-domain, in orderdaterthe initial mesh elements elimination
tree. Finally, the elimination tree on the level of intial sheelement is constructed over each sub-
domain. On the deepest level, there are re nement tredaslipiempty, since the initial mesh has
not been re ned yet. The re nement tree will be automatigalpdated whenever an initial mesh
element is re ned. The process is illustrated in Figure 4.

The solver constructs tithree levels elimination tre@ith the level of sub-domains, the level of
initial mesh elements and the level of mesh re nements. TWwaebtain three level elimination tree,
with the level of sub-domains and the level of initial meskneénts obtained by nested-dissection
type algorithms [11], and the level of re nements constedcbased on the history of mesh re ne-
ments.

An example of the three-level elimination tree is descrilveBlig. 6. In this example, the initial
mesh with four elements has been distributed into two subaiias. Each nite element has been
broken into four element sons.

4 Recursive routine for the solver algorithm

matrix  function recursive  _solver(tree _node,level)
if level = sub-domains tree and
only one processor is assigned to tree _node then

get root _node of initial mesh elements tree
assigned to current processor

new_level = initial mesh elements tree
return recursive  _solver(root = _node,new _evel)
else if level = initial mesh elements tree and
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only one initial mesh element is assigned to tree _node then
get root _node of refinements tree assigned to

current initial mesh element
new_level = refinements tree

return recursive  _solver(root = _node,new _evel)
else if level = refinements tree and
this is an active element, a leaf of refinement tree then
new_matrix = the active element local stiffness matrix
else

new_matrix = 0
do for each son _node of tree _node

if current processor is assigned to son _node then
matrix _contribution = recursive _solver(son _node,level)
if current processor is b5c+1 on the list of n processors
assigned to tree _node then
send matrix _contribution to 18t processor
from the list of processors assigned to tree _node
if current processor is 18t processor assigned to tree _node then
merge matrix _contribution into new _matrix
if there are more than one processor
assigned to tree _node then
receive matrix _contribution from b%c+1 processor
from the list of n processors assigned to tree _node
merge matrix _contribution into new _matrix
enddo
decide which d.o.f. can be eliminated from new _matrix

compute Schur complement
return Schur complement sub-matrix

We assign a list of processor owners to each node belongiagsti-domain tree. The leafs
of the sub-domain tree are assigned to a single processerprbicessor assigned to a leaf of the
sub-domain tree is also assigned to the branch of the tregrggdrom the sub-domain node. This
branch includes an initial mesh element tree as well as raew trees related to the sub-domain.

For every tree node, there are two son nodes in the elimmage (we utilize a binary tree). The
algorithm recursively browses tree nodes assigned to titerduyprocessor. If the current processor
is not present on the list of processors assigned to a son tiwentire branch is omitted on that
processor. When more than one processor (for instamg@pcessors) are assigned with a tree
node, processors from the rst one up to the proces§arfrom that list process the rst branch,
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and the rst processor keeps the matrix contribution résglfrom the rst branch. Processors from
b5c+ 1 up to the last processor from that list pfprocessors, process the second branch, and
processobjc + 1 from that list keeps the matrix contribution resulting fréine second branch. In
such a case, the processgrc + 1 from that list sends its matrix contribution to the rst pessor
from the list, and the rst processor merges its own matrig tre received matrix.

When the algorithm reaches a tree node representing a simgtdomain, a tree of initial mesh
elements related to the sub-domain is recovered, and thestgl algorithm is executed on the
processor assigned to the sub-domain. Also, when the #igoreaches a single initial mesh ele-
ment, the tree of re nements assigned to the initial mesheld is recovered, and the algorithm
follows the re nement tree.

We utilize the sequential MUMPS solver [1, 2, 3, 14] to congp8chur complements at tree
nodes.

We would like to emphasize that the selection of the MUMP Segolvas motivated by the fact
that we already had the interface to the MUMPS implementetiatMe really need are routines
providing partial forward elimination and backward sutgion over matrices related to the nodes
of the elimination tree, and not necessary the MUMPS solver.

The MUMPS solver returns to the user the Schur complementrmathx, but it does not re-
turn the right-hand-side vector. Thus, in the current weraf our solver, the right-hand-side is
stored as an additional column of the matrix, to enforceuision of the right-hand-side into the
Schur complement procedure, so the matrix is assumed toreeymometric. The Schur comple-
ment procedure can be understood as partial forward eltraméhat is stopped before processing

unassembled d.o.f. 2 3 2 3
Al A b Ug Up B
4 M Ap pST714 0 A, B 5: (4.12)
0 0 1 0 0 1

MUMPS solver returns to the user tée, and®, parts of (4.12), together with the last row of the
matrix. The obtained Schur complemeﬁ[gz and®, is utilized to build the system of equations
for the father element node. Each time we get the Schur cormgrieat any tree node, we turn off
the current sequential instance of the solver MUMPS to redbe memory usage. The forward
elimination stage is followed by the recursive backwardssitittion, which follows the reversed

pattern - it starts from the root of the sub-domain elimioatiree, and goes down through the level
of sub-domains, level of initial mesh elements, and natlyough the level of re nement trees.

To be able to perform partial backward substitution, théofsing system of equations must be
reconstructed:

U U xp _ B : (4.13)

0 I X2 Ro

Since MUMPS does not retutsy 1, Uy, andb, [4], we recomputédiq, Ui andf, during backward
substitution, by performing full forward elimination onehree node sub-matrix. It is done by

13



Figure 7: Execution times of our new parallel solver, meagum the rst mesh.

executing the full forward elimination on the original matwith A, sub-matrix replaced by the
identity matrix, and the bottom part of the right hand diglgeplaced by the solutior, obtained
from the father node:

A Az X1 _ b

0 | xa % 7! (4.14)
U U2 x1 _ b
o LI (4.15)

This corresponds to the de nition of the Dirichlet boundapnditions over the local interface. Note
that this full forward elimination is much faster than obiag a Schur complement, since the new
system is sparser. Finally, the backward substitutionéseted on (4.15), and the new contribution
to the solutionx; is obtained. This trick allows us to minimize the memory wsance the partial
Schur complements are not stored in memory, but recomputed.

5 Numerical experiments

The proposed solver has been tested on the followmgneshes on the LONESTAR [13] cluster
from the Texas Advanced Computing Center (TACC).

1. The rst mesh ha9216active nite elements and uniformp = 4.

2. The second mesh is the optimal mesh obtained by perforbiiigrations of the self-adaptive
hp FEM. The mesh is highly non-uniform with polynomial orderagproximation varying
fromp=1;::8.

We employ10 basis functions in the azimuthal direction on every meshe ahgle between the
borehole and the formation layers38 degrees, that is, we are consideringdegree deviated
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Figure 8: Maximum memory usage of our new parallel solveiasneed on the rst mesh.

Figure 9: Execution times of our new parallel solver, meadumn the second mesh.

Figure 10: Maximum memory usage of our new parallel solverasoared on the second mesh.
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Table 1: Number of degrees of freeddmand number of non-zero entridsZ
Mesh First, uniformp=4 Second, non-uniform
N 1,482,570 51,290
NZ 68,826,475 1,666,190

Figure 11: The non-uniform optimal mesh. Different coloendte different polynomial orders of
approximation.

well.

The rst mesh has been obtained by performing two gldi@ate nements over over the initial
p = 2 mesh with576 initial elements. Thus the depth of the re nement tree isaédqa 4. The
second non-uniform mesh presented in Fig. 11 has been ebitainperforming multipléa, p or hp
re nements (selected by the self-adaptiye FEM algorithm), over the initiap = 2 mesh with576
initial elements.

The number of d.o.f. as well as the number of non-zero erdiepresented in Tab. 1.

The measurements presented in Figures 7, and 9 describeaitimuam (over processors) time
spent for sequential elimination over re nement trees aner sub-domains, as well as the total
time spent on backward substitutions, including regermraif LU factorizations by performing
full forward eliminations. The logarithmic scale is utiid for time in gures 7. The gures 8,
and 10 display the maximum memory usage, where the maximuakén over all nodes of the
distributed elimination tree.
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The following conclusions can be drawn from the presentedsmements. Both considered
meshes have been obtained from the initial mesh @2&h 18 = 576 rectangular initial elements.
All the meshes have been partitioned at the level of theainitiesh. The load balancing has been
executing the RIB algorithm, as it is described in sectipnnite element meshes and the elimina-
tion tree The rst mesh has been uniformlyp re ned, so each initial mesh element is uniformly
loaded.

The maximum speedup of the solver as well as the minimum meosage are obtained when
the structure of the elimination tree is uniform (all leabase the same depth). If the sub-domains
have regular pattern, then the elimination tree also has neigular pattern: the depth of the elim-
ination tree is uniform (all paths from the tree root down verg leaf have the same length). The
performance of the solver is worse when the structure of ling@retion tree is not uniform, e.qg.
there is a single longest path from the leaf of the elimimatiee to a single deepest leaf.

For the rst mesh, the maximum speedup is obtained for 14®8mkocessors, and the memory
usage decreases for 96, 144 or 192 processors. This iscrétatie fact, that the partition of the
mesh by means of the RIB algorithm provides nice regulactira of the elimination tree for these
numbers of sub-domains (the length of each path, from then@ad to any leaf node, is the same)

The second mesh is not unifornthp re ned, and the mesh partition can be highly non-uniform,
so the structure of the elimination tree can be also norsumif In this case, the maximum speedup
or decrease of memory usage do not follow the above pattern.

Our new parallel solver scales very well up to the maximum Inemnof utilized processors, both
in terms of the execution time and memory usage. The liroitatif the solver scalability is the
size of the maximal sequential part of the algorithm. Thisines recomputation of the partial
LU factorizations on a longest path, from the root of the elfmtion tree, through the level of sub-
domains, the level of initial mesh elements, down to the dselgaf on the re nement tree. We have
probably reached such a limit on the second mesh, when ugipgotessors. This is illustrated in
Figure 12. The longest path is denoted by the gray rectanglesrecomputations of the partial LU
factorizations from the leaf up to the root tree, is a purelguential operation.

5.1 Comparison with different versions of parallel MUMPS sdver

Our new solver has been compared with two versions of paMIUBMPS solver with METIS [12]
ordering:

1. The parallel MUMPS solver with distributed entries (thput matrix stored in a distributed
manner, submitted from all processors in assembled format)

2. The direct sub-structuring method with sequential MUMI®er utilized to compute the
Schur complements over sub-domains and parallel MUMPSsaWith distributed entries
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Figure 12: The ilustration of the longest path, where themgautations of partial LU factorizations
from the leaf node up to the root is a purely sequential ofmerat

utilized to solve the interface problem.

The comparison summarized in Figures 13, 14, 15, 16 and 1bdws performed over the rst
mesh. The “Integration” in Figure 13 stands for integratidtocal matrices ovelnp nite elements,
performed by the interface routine, preparing assembd¢afinon-zero entries for MUMPS. In the
case of the MUMPS-based direct sub-structuring methocepted in Figure 14, the “Integration”
stands for the integration over active nite elements, dmal ‘Preparation” stands for transferring
Schur complement outputs into lists of non-zero entriegtierMUMPS parallel solver with dis-
tributed entries. Notice that the “Integration” stage foUMPS solver stands for the integration
over nite elements, and this integration is performed imad, while preparing assembled list of
non zero entries in the interface to MUMPS routine. In ouaflal solver, the integration over ac-
tive nite elements is performed in the leaves of the elintio@ tree. These operations are included
in the “Elimination over re nement trees”. The “Analysistagje for MUMPS involves execution of
the connectivity graph algorithm (e.g. METIS in this exa&)plin our solver there is no such stage,
since the order of elimination is directly obtained from thesh data structure (the binary tree con-
structed for the sub-domains and initial mesh elementsttandrder of elimination over re nement
trees follows the history of re nements, stored in our ddtacture). The “Factorization” stage for
MUMPS involves all “Elimination over initial mesh elemehtsnd “Elimination over re nement
trees”. There is no way to distinguish these two parts withenMUMPS solver. Our “Backward
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Figure 13: Execution time of the parallel MUMPS solver wiiktdbuted entries, measured on the
rst mesh.

Figure 14: Execution times of particular parts of the MUMP&sed direct sub-structuring method,
measured on the rst mesh.

substitution” is related to the “Solution” stage for MUMPS.

Finally Figures 16 and 17 present the comparison of our sa@lith the parallel MUMPS solver
with distributed of the maximum memory usage per processavedl as the execution times. The
comparisons have been performed on the rst mesh.

We draw the following conclusions from presented measunésne
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Figure 15: Minimum and maximum memory usage of the MUMP Setladirect sub-structuring
method, measured on the rst mesh.

Figure 16: Comparison of the maximum per processor memageusf our solver with the maxi-
mum per processor memory usage of the parallel MUMPS solitardistributed entries.
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Figure 17: Comparison of the execution time of our solvehulite execution time of the parallel
MUMPS solver with distributed entries.

Our solver is slower than parallel MUMPS solver with distitibd entries for a low number of
processors. Our solver uses more memory than parallel MU86R®r with distributed entries for a
low number of processors. This can be explained in the fatigwvay. In the domain decomposition
paradigm, the elimination trees are restricted to the gaedrsubdomains. Each subdomain has
one elimination tree. The maximum memory usage corresptmti®e processing of the interface
matrix assigned to the root node of the subdomain eliminatiee. For a low number of processors,
a subdomain is large and have non-regular interface. Inauelse, the subdomain interface matrix
is dense.

On the contrary, the MUMPS solver with distributed entriessinot utilize the domain decom-
position paradigm, and constructs one global eliminatiee,twhich is not constrained by subdo-
mains.

If we enforce the domain decomposition for the MUMPS solbgrusing the MUMPS-based
direct substructuring method, the elimination trees gaeelr by MUMPS over subdomains will be
also constrained by the structure of the subdomains anctariltain the interface problem matrix
at root nodes. The partial forward eliminations over thedsmbains are followed by the execution
of the parallel MUMPS solver with distributed entries usedthe solution of the global interface
problem. The MUMPS-based direct substructuring methodesalsed for the interface problem
solution runs out of the memory for more thaa processors, compare Figure 15, since it needs
more theB092MB of memory per processor.
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The memory usage for our solver is lower than the memory usagbe MUMPS solver, for
large number of processors, when the sub-domains are si@all.solver reaches the MUMPS
memory usage for abodt00 processors, and uses two time less memory than MUMPS salver f
192 processorsa00MB of our solver versug50MB for MUMPS solver, see Figure 16.

The execution time of our solver reaches the MUMPS exectiitioe for aboutl00 processors,
and becomes up to two times faster than the MUMPS solver farge Inumber of processors?(
seconds for our solver versid2 seconds of the parallel MUMPS with distributed entries, pare
Figure 17).

All presented problems are sparse, and all MUMPS-basedgiasalvers reach the minimum
execution time or8 or 16 processors. However, the memory usage for all two types oMRS-
based solvers is large. The memory usage usually stabitizése parallel MUMPS with distributed
entries, but the execution time increases.

6 Conclusions and future work

We proposed a new parallel direct solver fgy FEM, based on the three level elimination trees:
sub-domains, initial mesh elements, and re nement treég. sblver utilizes the knowledge of the
history of re nements to construct the third level elimiiget tree. Future work involves interfacing
of the solver with graph partitioning algorithms (like MES[12]) to optimize the structure of the
initial mesh elements and sub-domains elimination trees.

The solver minimizes the memory usage by recomputing pa&@taur complements for the
backward substitution.

The solver computes partial Schur complements that cousdidsed at elimination tree nodes to
be re-utilized on unre ned parts of the mesh. The currensieer of the solver does not include the
reutilization of the Schur complements. It is consideredifigplementation in a future version of
the solver. When an unre ned part of the mesh is reassignacew processor as a result of global
load balancing, all Schur complements assigned to the nedepart of the mesh must be either sent
to the new processor owner, or recomputed on the new pracdssofuture work will also involve
development of a more sophisticated load balancing strategrporated with the construction of
the elimination tree in order to minimize unnecessary rqoatations of Schur complements.

The solver scales well up to the maximum number of utilizestpssors (192). The limitation
for the solver scalability was the length of the maximum pathhe elimination tree, from the
deepest leaf up to the root of the tree, since the computatibpartial LU factorization over the
path are serial.

The new solver could be implemented out-of-core, by stogagial Schur complements on
disk instead of at the elimination tree nodes. However, thia dase for storing partial Schur
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complements must resolve the problem with multiple pramessaccess, as well as the issue with
mesh redistributions.

Our solver has been compared with MUMPS-based direct subtsting method and with par-
allel MUMPS solver with distributed entries. Our solver sbucts elimination trees over subdo-
main, such as the root nodes contains local interface prolealso constructs the elimination tree
containing subdomains interface problems in leaf nodes. MUMPS-based direct sub-structuring
method also creates the elimination trees for subdomainsit nses parallel MUMPS with dis-
tributed entries for the global interface problem solutidhus the structure of our solver is similar
to the structure of the MUMPS-based direct sub-structurmethod. The MUMPS-based direct
sub-structuring method runs out of memory for more than 2¢gssors, while our solver scalles
well up to 192 processors.

Our solver is slower and uses more memory than the the pakUdPS with distributed
entries. This is because our elimination trees are comtalyy the subdomains, and for small
number of processors the interface problems are large. ©wttier hand the parallel MUMPS
with distributed entries is not constrained by the domaitodeposition paradigm (it only inputs the
matrix in distributed format, but constructs one globatnéfiation tree).

Our solver reaches the parallel MUMPS with distributed iestexecution time and memory
usage forl00 processors, and becomes up to two times faster than the MUWdREr for a large
number of processor&T seconds for our solver versdd2 seconds of the parallel MUMPS with
distributed entries), and uses two time less memory than NSMolver 200 MB of our solver
versus450 MB for MUMPS solver).
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